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ABSTRACT
This paper presents one of the artificial vision systems developed for the
Oshkosh Team’s vehicle TerraMax used during the DARPA Urban Challenge 2007.
The system is derived from an existing one used as start inhibit and already
integrated on Volvo and Iveco prototypes. The aim of the system is to monitor the
close proximity of the vehicle up to 10 m. A lane markings detection algorithm has
been added to the above mentioned system, which was used for obstacle detection
during autonomous urban driving. Laserscanner data fusion developed specifically
for the race will be discussed as well. The simplicity of the approach together with
the robustness of the technological solution and its reduced cost makes it a
surprisingly innovative alternative for short range sensing.
Keywords — autonomous vehicle, driving assistance systems, stereo vision,
lane detection, obstacle detection, data fusion.

INTRODUCTION
Short range perception is one of the main issues in both autonomous driving and driving
assistance systems because most of the dangerous situations for the driver himself and
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Figure 1: Stereobox mounted on (a) Volvo and (b) Iveco trucks: a red circle highlights
cameras position. (c) shows VOD, the embedded version of StereoBox.
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Figure 2: The TerraMax vehicle and the front stereo system.
for other vulnerable road users take place at low speeds in urban scenarios. In
particular, short range perception provides autonomous vehicles a precise knowledge of
the surroundings, allowing them to plan safely their movements in the environment;
when used for driving assistance, it can assure correct obstacle detection, a fundamental
aspect for collision mitigation and parking assistance systems. VisLab –the Artificial
Vision and Intelligent Systems Lab, University of Parma– has acquired experience on
this kind of topics developing StereoBox [5] a short range obstacle detection system.
StereoBox has been succesfully fielded on several prototypes, such as Volvo and Iveco
trucks, as a Start Inhibit system (figure 1). The two color cameras monitor the blind
area in front of the truck stopping vehicle motion in case of obstacles. StereoBox’s
technology and algorithmic solution have been successfully validated thanks to an
accurate and exhaustive testing period after which StereoBox was ported on a DSP
based embedded system, called VOD (VisLab Obstacle Detector), to meet carmakers
and automotive system providers requirements of a realtime, compact and low cost
system (figure 1.c). As a member of Team Oshkosh, competing in the DARPA Urban
Challenge with the TerraMax autonomous vehicle, VisLab has developed StereoFront
and StereoBack, two twin systems which further extend StereoBox applications.
Together with the obstacle detection system, provided by the StereoBox, StereoFront
and StereoBack perform lane markings detection and data fusion with information
provided by additional laserscanners installed on TerraMax.
After having seen five vehicles reaching the finish line in 2005, the Defense Advanced
Research Project Agency (DARPA) moved its third robot race from the desert into a
city environment, calling it Urban Challenge. The Urban Challenge features autonomous
ground vehicles maneuvering in urban and sub-urban scenarios, where they had to
execute merging into moving traffic, navigate traffic circles, negotiate busy intersections,
avoid obstacles, follow lanes, and handle parking. VisLab provided the vision system to
sense the surroundings of the vehicle; it was composed of 11 cameras to get full 360
degrees (all-round) vision and detect lane markings, stop lines, the drivable path,
vehicles, and obstacles, for automatic forward and backward driving, lane changing,
maneuvering and managing intersection. The StereoFront is one of them; a replica of the
very same system –called StereoBack– was also installed facing the rear of the vehicle.
The two stereo systems are identical: the 4 cameras are connected to the same PC which
selects which system to use based on driving direction (forward or backward). Thanks to
wide angle (fisheye, about 170 degrees) lenses, these sensors gather information on an
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Figure 3: Processing steps of obstacle detection. (a) and (b) IPM images; (c) difference
image between the two IPMs; (d) laser clusters added to the difference image after sobel
filter application; (e) blob extraction; (f) polar histogram; (g) and (h) laser data remapped
on IPM before and after clustering; (i) final result remapped on one of the source images.
extended area in the immediate surroundings of the vehicle, about 10×10 m. The
software is designed to improve the detection of other vision systems: the stereo systems
are designed to detect obstacles and lane markings with a high confidence on the
detection probability and position accuracy. The two systems, front and back, share the
same code and are both activated only if the vehicle speed is close to 0; otherwise the
front is active for positive speeds and the back for negative speeds.
The paper first describes obstacle detection, very similar to the Start Inhibit algorithm,
with a focus on the new laser data fusion, and then on lane markings detection,
specifically added for DARPA Urban Challenge. A detailed result section ends the
paper.
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Figure 4: All the Terramax sensors highlighted. Color coding: red – cameras; green –
laserscanners; blue – GPS antennas.

OBSTACLE DETECTION
Obstacle detection, derived from the Start Inhibit algorithm [5], is performed in two
steps: first the two images, acquired simultaneously, are preprocessed in order to remove
the very high lens distortion and the perspective effect, and then the two images are
matched so that any appreciable deviation from the flat road assumption is labeled as
an obstacle. The flat road assumption is considered valid since the area of interest is
limited to a maximum of 8 to 10 m. Thanks to this assumption, the system:
• is able to detect any kind of obstacle without a-priori defined obstacle classes,
• is not based on obstacle motion, which usually generates false positives when the
vehicle moves,
• is robust with respect to shadows on the ground since it performs a comparison
between images taken at the very same time and since the texture generated by
shadows belongs to the road plane.
Therefore a stereo inverse perspective mapping-based approach has been considered [1].
The whole processing is performed by means of two main steps:
• lens distortion and perspective removal from both stereo images,
• obstacle detection.
Concerning the first step, the problems of distortion removal and inverse perspective
mapping (IPM hereinafter) without the knowledge of the intrinsic and extrinsic
parameters of cameras have to be solved. Lens distortion is usually modeled as
polynomial radial distortion and it is removed by estimating the coefficients of this
polynomial. After the distortion removal phase, extrinsic parameters are obtained,
nevertheless, the highly complex mathematical model of the spherical lens may affect
the computational time. Therefore, a graphic interface to remove lens distortion has
been designed to manually associate the grid points of the source image to their
homologous points on a square grid on the IPM image. This preprocessing is performed
offline and the result are stored in a lookup table for a quicker online use.
Starting from the two IPM images (figure 3.a and b), the difference is computed and a
filter is applied to remove small differences due to possible small miscalibrations
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(figure 3.c). At this step, data coming from laserscanners are clusterized [4] and then
overlayed to the difference image so that laser reflections in a particular region can boost
the difference image and thus trigger the presence of an obstacle, see figure 3.d.
Connected areas appearing in the resulting image are localized and labeled: a
progressive number is assigned to each label for further identification.
A polar histogram is computed for each region (figure 3.f). The focus used to compute
the polar histogram is the projection of the mid point between the two cameras onto the
road plane. These regions produce peaks on the polar histogram. Thus, the presence of
strong peaks can be used to detect obstacles. Then a filter to the polar histograms to
remove regions that cannot be considered as obstacles is applied. This filtering is
performed considering the width of the histogram for the region of interest. The width
of the histogram is computed in correspondence to a given threshold. When a polar
histogram features several peaks, different values of width (w1 , w2 , etc.) are generated.
If max{w1 , w2 , ..., wn } > wmin (where wmin is a width threshold), then the region
previously labeled is maintained, otherwise it is discarded.

Laser data fusion
The system developed for the TerraMax vehicle [2] has been improved with a
laserscanner-vision data fusion since 3 LIDAR devices were mounted on board: two in
the front and one in the back as shown in figure 4.
The sensors output both processed data (i.e. a list of detected obstacles) and raw data:
while the former is useful for the high-level path planner, the latter is exploited to
improve the performance of the various vision systems.
Vision and LIDAR systems are complementary in many ways: for example, when
performing a tridimensional reconstruction of the world LIDAR points offer a very
accurate, yet sparse representation of the world, while vision provides dense, but less
accurate measurements. Some tasks, like lane and path detection, are also better
accomplished through the use of vision. Integrating the data coming from the two
sensors in useful, non-trivial ways is a challenging operation, but while it poses
additional problems, like multi-system calibration (which must be performed accurately
in order to collect consistent data, e.g. obstacle positions), it can also significantly
improve the overall system behavior.
The final goal has been to achieve a vision system set that can reliably perceive all
round the vehicle even without any fusion with other sensors. Data fusion helps the
overall system to manage some particular situations and to increase the information and
accuracy of the output produced.
The cameras setup selected for this system (fisheye lenses) has the drawback of making
it difficult to locate the exact boundaries of the detected items; to address this
shortcoming, laser data is clustered (figure 3.h) and matched against the detected
elements in the field of view, and when a correspondence is found the precise shape is
associated to the obstacle. If no laser data is available, or the matching phase produces
poor results, the system provides only the position of the obstacles, with no additional
shape information.
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Figure 5: Lane detection preprocessing step. (a) color input image; (b) grey level conversion; (c) yellow enhancing filter applcation; (d) enhanced grey level image.

LANE MARKINGS DETECTION
The other main functionality of this system is lane markings detection starting from a
monocular image: the detection is focused on lane markings, stop lines, and sharp
curves thanks to the wide field of view.
The input image is one of the 2 IPM images coming from the previous obstacle detection
processing. Processing is divided in 3 main steps: preprocessing, processing, and
tracking, all described in the following.

Preprocessing
First the input image is rescaled to focus only on the region of interest, then a grey-scale
conversion is applied. Since lane markings can be yellow and any grey scale conversion
deeply reduces the contrast between yellow lines and grey asphalt, a particular color
enhancement filter is applied; to save computational power this filter has been coded into
a look up table with Red and Green values as indexes. The resulting image, is used as a
mask to enhance yellow pixels in the original image converted in grey-scale (see figure 5).

Processing
The processing is based on the construction of a LHL image: it means that a filter
searching for a Low-High-Low patterns on grey levels is applied. To avoid shadow effects
or errors due to different asphalt colors, the pattern is searched considering also the
neighborhood of each the pixel; in particular a low pass image is precomputed.
Then a labeling step is applied. Each label is recursively expanded following its
orientation, searching for other labels to fuse. After the fusion stage, each label is
evaluated in order to discard lines with fast orientation changing that probably do not
belongs to the road surface. Finally the longest label on the left side and the longest on
the right side are choosen, see figure 6.e and f.
A tracking stage has been also added at the end of the processing to increase stability
and reliability: a TTL (time to live) is associated to each final line. If a line has been
detected for more than k times it is provided as output, otherwise TTL is decreased.
When TTL reaches 0, the line is deleted from the tracker memory. Filters on lane width
are applied as well to avoid false positives
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Figure 6: Lane detection processing step. (a) and (b) labels found on the image (each
label is encoded with a different color); (c) fusion of adjacent labels; (d) final result; (e)
and (f) final result remapped on IPM and on the source image, (f) includes also obstacle
output.
Stop line detection processing is very close to line detection: preprocessing on yellow is
not necessary since stop lines are supposed to be white. LHL filter is computed in the
vertical direction and is tuned on wider lines.

RESULTS AND CONCLUSION
The stereo obstacle detection system is derived from an already developed system
mounted on several prototypes and already embedded on a DSP platform. Fish-eye
lenses and the reduced height of the system due to installation constraints challenged
the problem, but Stereo proved to be robust enough for the purpose.
Data fusion with laserscanners was added to vision obstacle detector, to enhance the
algorithm and give to the vision system a higher precision in the distance estimation.
The system proved to be reliable and stable in various situation. As shown in figure 8
both yellow and white line are detected. Oblique lines are detected as well: this feature
has been added to help the vehicle during parking manoeuvring. Due to its huge size,
TerraMax had to be very precise in driving and the Stereo system could help providing a
sufficiently accurate description of the close surroundings.
One of the key features that allowed this system to be successfully mounted on several
prototypes is the very simple calibration that can be done by means of a calibration
grid. A nice solution is to paint the grid on a tarp to make it easily portable. What has
been significantly eased with respect to a disparity based stereo approach [3] is the
camera placement: in this case it is enough that the two cameras frame the area of
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Figure 7: Output examples. (a) lane detection; (b) lane and obstacle detection; (c) lane
detection on a sharp curve (90◦ curve); (d) stop line detection.
interest without any fine orientation tuning. This facility is paid with a loss in object
classification, but for many application (Start Inhibit for example) this can be certainly
accepted.
One of the most important future improvement is the autocalibration feature: it will be
available soon and allows a very quick and easy installation of VOD on commercial
vehicles. Even in case of camera misalignment caused by an impact, the system would
be able to autodetect a miscalibration and thanks to a simple procedure it could be
recalibrated in any authorized center.
Figure 9 showns several scenarios in which VOD system can be applied: as a Start
Inhibit monitoring the vehicle front or a system monitoring the truck side preventing
accidents during turning manoeuvres. All the cited areas are blind for the driver and
need to be monitored. If mounted on the rear of a car, VOD can be used also as parking
assistant system.
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Figure 8: Results in a urban scenario. Red boundaries highlight obstacles, light blue lines
show lane markings while dark blue lines indicate stop lines.
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