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Abstract— 3D laser based technology has gained in the past,
with the DARPA challenges, a first player place in the arena
of sensing technologies for intelligent vehicles. Today, these
devices are employed successfully in many new implementations to obtain a 360 degrees view of the area around the
vehicle, providing a very dense 3D point cloud that covers an
extended range. However, such technology has demonstrated
big limitations for being a competitive candidate for offthe-shelf production, in terms of costs and impact on the
vehicle design. These requirements are hardly compatible with
the constraints dictated by car makers. On the other hand
computer vision systems are now being integrated in the cars for
many commercial ADAS and are reaching, close enough results
in terms of sensing performance to be a viable alternative to
the perception benefits offered by the 3D LIDARS. This paper
compares pros and cons for these two technologies, using a novel
FPGA based stereo vision system implementation, discussing
features, and alternatives.

(a)

I. INTRODUCTION
Driving in urban traffic needs 360 degrees perception
capabilities in a variety of conditions, in order to timely
react to a constantly changing scenario. This requirement
holds for humans as well as for intelligent and autonomous
vehicles, but while in the first case the sensing system is
fixed, in the latter sensors selection becomes a key design
decision, which must satisfy a number of constraints besides
environment mapping performance.
During the 2007 DARPA Urban Challenge two fundamentally different approaches emerged to achieve the required
long-range, fast and accurate 3D reconstruction of the vehicle
surroundings: one exploiting high-end LIDAR units [1], [2],
[3], the other heavily relying on computer vision [4]. Since
then this trend has continued, with more prototypes being
developed around the world: some notable examples include
Google’s driverless car and VisLab’s BRAiVE autonomous
vehicle [5], both depicted in Fig.1.
Other technologies, such as RADAR and sonar sensors,
have been widely tested as well, and are currently used
in a number of commercial advanced driving assistance
systems [8]; however, usually they do not provide a representation of the vehicle surroundings detailed and accurate
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(b)
Fig. 1. Autonomous vehicle designs compared: a) Google’s driverless
car, featuring a prominent high-end LIDAR unit as its main sensor, and
b) VisLab’s BRAiVE more integrated design, heavily relying on computer
vision: 10 cameras have been mounted on-board, following the experience
gained while developing the perception layer for the TerraMax autonomous
vehicle during the 2005 and 2007 DARPA Challenges [6], [7].

enough to perform autonomous navigation, and as such will
not be discussed in the following. Instead, this work will
focus on the key differences between the two most promising
technologies to date, pointing out their key strengths and
weaknesses.
As it will be shown in the rest of this paper, both LIDAR
and computer vision can provide a comparable amount of
information, but with very different trade-offs in terms of
cost, integration, field of view, and failure modes, all aspects
which have a direct impact on the applicability of a given
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technology in the mainstream automotive market.
II. ENVIRONMENT MAPPING TECHNOLOGIES
COMPARED
Both LIDAR units and stereo cameras provide data as a 3D
point cloud, so the most straightforward way of comparing
the mapping capabilities of the two sensors is to analyze the
characteristics of the information they produce in terms of
density, accuracy, range, and output rate. Moreover, to get a
clear understanding of the amount of information included in
the acquired data, a qualitative comparison between the raw
points corresponding to a pedestrian standing at a distance
of about 55 m from the sensors will be performed. Finally,
to complete the comparison, other aspects related to the
applicability in the automotive market, such as price and
size will be covered as well.
A. High-definition LIDAR
Many intelligent vehicles implementations [1], [3], [9]
are based on the Velodyne HDL-64E S2 [10] high-definition
LIDAR unit, depicted in Fig. 2.

Fig. 2.

A Velodyne HDL-64E S2 unit.

Some key figures regarding the device are presented in
Tab. I.
TABLE I
HDL-64E S2 SPECIFICATIONS
Horizontal FOV
Horizontal resolution
Vertical FOV
Vertical resolution
Range
Measurement error
Frequency
Shutter
Mechanical
Price

360°
0.09°
26.8°
0.4°/ 64 planes
50-120 m (reflectivity dependent)
< 2 cm
up to 15 Hz
rolling
25 cm tall cylinder, 20 cm ∅, 13 Kg, 900 RPM
75,000 $

When spinning at 10 Hz the unit produces about 2.5
million distance estimations per second, effectively allowing
for an accurate reconstruction of the vehicle surroundings.
Sensor coverage depends on the mounting position, which
directly influences the size of the blind area around the
vehicle, the fixed angular resolution, and the reflectance of
the measured targets.
978-1-4799-2914-613/$31.00 ©2013 IEEE

Rolling shutter causes a deformation in the resulting data,
especially if the sensor is mounted on a moving platform:
when traveling straight at 10 m/s (i.e. 36 km/h) and operating
at 10 Hz, the reference system moves 1 m between the start
and the end of the scan, producing even larger errors when
other objects move as well.
B. Stereo camera system
When it comes to the setup of a stereo vision system
there are many degrees of freedom involved, since imagers,
optics, and processing platforms selection offer a number
of different trade-offs. As a reference, we consider the setup
presented in [11], since its characteristics are similar to those
commonly found in autonomous and intelligent vehicles.
Moreover, this vehicle features a HDL-64E unit, and the resulting synchronized LIDAR and video data is made publicly
available. In that setup, the sensors employed are two Sony
ICX267 1/2 ” CCDs at a resolution of 1382×512 pixels, with
4.2 mm lenses, and a baseline of 0.54 m.
Many algorithms do exist that achieve dense real-time
stereo reconstruction. One of the best performing is currently
the so-called Semi-Global Matching, or SGM [12] approach,
which has been used to produce the data in the following.
Processing platforms can also vary greatly, including
traditional SIMD-capable CPUs [13], newer-generation
GPUs [14], or programmable hardware, typically
FPGAs [15]. The integration level of such systems
has significantly improved over the years, moving from
desktop-size processing units to more compact industrial
boards, down to credit card-sized embedded designs (see
Fig. 3): this shift in cost, dimensions and power requirements
is progeressively making their use more and more appealing.
Whatever the system, running dense stereo reconstruction at
high resolution on commodity hardware would hardly meet
the 10 Hz limit which is usually considered the lower bound
for autonomous navigation. However, a commonly used
technique is to keep full-resolution input images, and only
perform the computationally intensive part of the algorithm
on a fraction of the pixels, thus significantly reducing the
processing time while retaining the original measurement
accuracy [16].
Tab.II summarizes some of the key performance values of
the considered stereo-based system.
Clearly, being an indirect measure, the noise affecting the
measurements is higher than with the LIDAR technology;
however, thorough benchmarks [11] show that in a typical
automotive environment the average depth map density is
85 %, and the amount of bad values left is around 4 % with
a disparity error threshold of 2 pixels. This leads to around
3.7 million correct measurements per second when running
at 10 Hz, which is comparable to what can be obtained with
the analyzed LIDAR unit.
C. Data evaluation
To obtain a better understanding of each sensor capabilities, a sample of the 3D data generated in an urban
setting [11] is presented in Fig. 4. It is easy to see from
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Fig. 4. Qualitative comparison between LIDAR and stereo-generated 3D point clouds. a) stereo and b) LIDAR data as seen from the right camera
perspective, with black areas corresponding to image pixels not being evaluated; c), d) bird’s eye view of the scene, with red points in d) representing
values seen from the LIDAR but not from the stereo system; e), f) a closeup of the area in front of the vehicle. Data courtesy of The KITTI Vision
Benchmark Suite, available online at http://www.cvlibs.net/datasets/kitti
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Fig. 4 c,d that a single LIDAR unit mounted on top of the
vehicle is enough to cover the whole area, while a single
stereo system can only monitor the front portion of the scene.
A closer inspection (Fig. 4 a,b,e,f) confirms that stereo vision
produces much denser information, although with less and
less accuracy as distance increases.
One of the most critical tasks to perform when driving is
pedestrian detection. Its results must be available as soon as
possible to allow for a safe maneuvering; Fig. 5 a) highlights
in red a pedestrian walking across the street 50 m ahead of
the vehicle. Approximating it with a rectangular target 1 m
wide (because of the legs spread walking) and 1.7 m high,
the LIDAR unit detects around 20 points over a theoretical
maximum of 60, while the stereo systems maps almost all
of the 250 points it frames. The same happens for the traffic
light and road sign marked in green, which can be clearly
distinguished in the stereo data, but are much harder to spot
and classify in the LIDAR scan.

(a)

(b)
(a)
(c)
Fig. 3. Stereo processing units comparison (dimensions are up to scale):
a) Mini-ITX (17 × 17 cm) industrial board, with a mobile x86 64 CPU, b)
a 3.5“ (10.1 × 14.6 cm) board with the same CPU and c) a 5 × 4 cm board
based on the Xilinx Zynq SoC.

(b)

TABLE II
S TEREO SAMPLE SYSTEM SPECIFICATIONS
Horizontal FOV
Horizontal resolution
Vertical FOV
Vertical resolution
Max disparity value
Matching accuracy
Algorithm
Density
Range
Measurement error
Frequency
Shutter
Mechanical
Price

80°
1232 px
29°
375 px
127
0.25 px
SGM
85 %
55 m
0.01 m@5 m 1.9 m@55 m
up to 10 Hz
global
two 5×5 cm sensors 54 cm apart, control unit
2,500 $ with COTS hardware
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(c)
Fig. 5. Targets detection and classification. a) highlighted in green, a traffic
light and in red, a pedestrian both at a distance of 50 m as seen from the
right camera. The same targets are also shown in b) the LIDAR scan and
c) the stereo 3D point cloud.

The same dataset also allows to quantitatively measure
the relative performance of camera and LIDAR environment
mapping techniques: Fig. 6 plots the output density and bad
pixels percentage (i.e. those with an estimated value more
890

than 2 px away from the corresponding LIDAR point) of
some popular camera-based 3D reconstruction algorithms.
It can be noted that the top-performing algorithm has less
than 3% erroneous pixels in 90% of the frames analyzed,
while keeping a fill ratio of 65% at the same percentile,
while being fast enough for real-time applications.

LIDAR device, and can offer much better integration options
within the vehicle. There are no moving parts, which makes
it far more robust to vibrations; also there is no risk of
interference when many units are operating close to each
other, as it would happen during a traffic jam. Smoke,
rain, dust and snow are also less critical, since they must
be present in significant amounts to hinder the detection
capabilities of a stereo system, as can be seen in Fig. 7.

(a)

(a)

(b)

(b)
Fig. 6. LIDAR and camera-based 3D mapping performance comparison.
a) Reconstruction density for some popular dense stereo vision algorithms,
and b) the corresponding amount of erroneous reconstructions. For a more
detailed analysis see [17].

Some challenges however still remain when using computer vision: night-time operation requires the use of dedicated hardware, being it thermal cameras or powerful illumination systems; challenging lighting conditions should also
not be overlooked, although they can be handled with the use
of smart exposure control algorithms, or very high dynamic
range cameras [18]. Also, field of view and measuring
precision for a stereo system are lower than those of a LIDAR
unit, but can be both improved by fusing together more
narrow-viewing stereo systems.
Anyway, camera-based 3D mapping already has a number
of features which are making it very attractive for automotive
use: the cost is only a tiny fraction of the price of a typical
978-1-4799-2914-613/$31.00 ©2013 IEEE

(c)
Fig. 7. Environment mapping in challenging scenarions: a) rain drops
and b) dust do not prevent correct stereovision-based ground and obstacles
detection, even if they cover a significant portion of the image; c) snow
adds a significant amount of noise to the LIDAR scan, but has moderate
effects on the camera-based depth mapping.
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On the algorithmic side, images provide a greater amount
of information in the texture domain, which eases a lot
tasks such as classification and pattern recognition, allowing
at the same time simultaneous extraction of position and
speed of each point in the space [19], which makes scene
understanding both easier and more robust.
3D features can also be identified and tracked within
LIDAR data [20], especially when it is coming from a
multi-plane device; however, the number of interest points
is typically much smaller than the total number of points
available, thus providing only a sparse representation of the
scene flow.
III. FUTURE PERSPECTIVES
The 2005 and 2007 DARPA Challenges saw high performance LIDAR sensors as a key factor for winning teams
success, because of their performance and reliability; as a
matter of fact their appeal lasted, and similar design choices
are still being made by top players in the field of autonomous
and intelligent vehicles.
During the same period, however, a totally different approach, based on stereo-vision gained a renewed interest.
This kind of technology successfully powered the TerraMax
vehicle, and later on the autonomous vans employed during
the 13000 km VIAC expedition [21], showing its viability as
a first-class citizen in the field of environment perception.
Predicting which technology will eventually become the
most widespread one is hard. Too many factors beyond
pure measuring performance will influence their diffusion,
however it is good to see two alternative approaches compete
and evolve to provide advanced perception capabilities for
next generation vehicles.
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